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Abstract

This paper describes an active network architecture that provides the abil-
ity to dynamically load code to facilitate user based content-delivery. The im-
provements to the base architecture are outlined to define a new architecture
that provides flexible content delivery based on specific user preferences.

We describe an architecture which allows individual users to define be-
haviour by specifying content delivery or transcoding prozylets through user
defined policies.

This architecture is shown to be non-impacting on client and server archi-
tectures, and allowing modification to the type of content delivered as well as
the method in which it is delivered.

1 Introduction

Caching in the World Wide Web (WWW) is an optimisation that improves down-
load latency and network utilisation. It is essentially transparent to WWW clients
and servers (except for the setting of proxy variables etc). Caching is an overlaid,
value-added service that executes at the application level rather than the network
level. Such services are likely to evolve with more sophistication and functionality.
For example, the “smart cache” adds levels of service to the regular cache.

An alternate strategy to the development and deployment of specific application
services executing on dedicated machines is to provide a generic application level
deployment infrastructure. We have previously attempted to attain this goal by the
design and implementation of an Application Level Active Network (ALAN)[2]. We
have demonstrated the utility of this approach by experimenting with dynamically
deployable content handling services for the WWW, including media streaming,
transcoding and text compression. However one drawback with our initial approach
is that it is not coupled with the caching infrastructure and thus does not provide
the benefits of caching.

In this paper we describe an approach to dynamic, WWW-based application
level services that interfaces with caches. This is by way of a system that we are
in the process of implementing. The outcome is a fully integrated platform for
the dynamic deployment of value added WWW services. A further contribution



we make is the provision of policy-based content delivery and caching that can be
configured on either a system or user basis.

The paper is arranged as follows. We firstly present our previous development
of an ALAN system. Then we describe the current Webcache architecture, and the
shortcomings with this architecture. The requirements of a new architecture are
then outlined, and this new architecture is described. We conclude by describing
the status of the project and how it relates to other work.

2 Current Active Network Architecture

We have previously described an ALAN system[2]. This system is designed to
enable the enhancement of communication between regular Internet clients and
servers, such as WWW browsers and servers. It also provides a platform for the
dynamic deployment of active code elements. This system has been implemented
and tested.

Communication is enhanced by Dynamic Proxy Servers (DPSs) that are located
at optimal points of the end-to-end path between the server and the client. It is
possible to download protocol entities, called prozylets, onto the Dynamic Proxy
Server (DPS) infrastructure. These proxylets then act as filters or enhanced pro-
tocol functionalities that improve the level of service between servers and clients.
Proxylets are implemented in Java. They are stored as single Java Archive (JAR)
files on WWW servers and hence are referenced and accessible via a URL.

The idea of special proxy machines has a well understood parallel in the current
WWW caching infrastructure. DPSs and associated proxylet servers, execute code
at the application level, and will typically be owned by a network provider or the
owner of a private Intranet. We believe that our approach offers many of the
benefits of active networking without the considerable drawbacks of active networks
implemented at the network router level.

An example scenario is one in which a WWW server exists in the UK on which
there is an audio sample. A user in Australia wishes to listen to this sample. With-
out enhancements to the server and browser this sample must be fully downloaded
using HTTP over TCP before being it can be played. In our approach the location
of a DPS is determined in the UK. A proxylet is downloaded onto the DPS, which
then pulls the audio sample from the WWW server. The proxylet transcodes the
sample to a different audio format with higher compression than the original. The
proxylet then creates Real-time Transport Protocol (RTP) packets and transmits
them using the UDP transport protocol. The client can then receive a real-time
audio stream. This enhancement of service is transparent to both the client and
server.

The key to this transparency is the use of a Webcache proxylet. Figure 1 shows
the interactions involved. A DPS is run at the site from where the user is WWW
browsing. A Webcache proxylet is started on the local DPS and the proxy variable
in the users browser is set to the Webcache proxylet DPS machine. The Web-
cache proxylet does not actually perform any caching, but this scheme allows the
Webcache proxylet to be in the path of HTTP requests.

In the following description the numbers in parentheses are references to the
interactions in Figure 1. A HTTP request involves a request for a page on a WWW
server (1-3). Preceding the requested page in the returned stream is a MIME content
type defining the content of the stream (4-5). This allows the browser to correctly
render the incoming stream. The content type “audio/basic”, normally causes the
browser to download the entire content into a file before attempting to start an
audio program to play the local file.

The Webcache proxylet is in the position to observe the content types of all
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Figure 1: Web Audio Transcoding

responses being transferred(5). This is done by the Webcache performing a HTTP
HEAD request to the server to retrieve the header information such as Content-type
and Content-Length. The Webcache proxylet has a table of mime content types
on which it is able to perform special operations. If a mime content type has no
table entry, then the Webcache proxylet simply relays the response to the browser.
These are content types to which the system can add no value.

In our example, if the Webcache proxylet observes that the content type returned
is “audio/basic”, it knows to perform special processing. The Webcache proxylet
firstly attempts to identify a DPS which is close to the source of the audio, i.e.
the WWW server on which the audio sample resides. In the current version of the
Webcache proxylet there is prior knowledge of the location of appropriate DPSs.
Once an appropriate DPS is identified an audio transcoder proxylet is started by
the Webcache proxylet on the remote DPS (6).

The audio transcoder proxylet is started with the location of the client browser
as well as the original audio URL. The audio transcoder makes a standard HTTP
request for the audio sample (7), then converts the incoming stream (8) to a RTP
stream which is sent on to the users machine (9).

The WWW browser is not expecting an RTP stream so some special actions must
take place. The Webcache proxylet sends a URL redirect to the WWW browser
(10). This causes the user’s browser to load a new page. This page contains an
audio play-out tool configured as a Java applet, which is thus automatically loaded.
It is then able to receive and play out the RTP-encoded stream.

The Webcache proxylet can also be configured to perform special processing on
text pages. This is illustrated in Figure 2. When the Webcache proxylet sees an
object with a content type of “text/html” it arranges for a decompresser proxylet
to run locally and a compressor proxylet to run remotely. The compression and
decompression stages are transparent to the WWW browser and WWW server.
For congested and/or low bandwidth network clouds this compression reduces both
the latency of the page download and the bandwidth costs.

Further implementation details and performance measurements are provided in
[2]. The system as described however has some deficiencies which are the subject
of ongoing research. One such deficiency is lack of integration with the caching
infrastructure.



Local
Dynamic Proxy Server

Webcache Proxylet ‘P 6. Start Compressor and Decompressor
~
1 N

1 ; ! >
Decompression Proxylet // N Remote
____________ N
_______ e S ~ Dynamic Proxy Server
1. Request A RN N Y Y
10. Response RN \

’

1
~ < 1 Compression Proxylet !
9. Compressed stream ht |

2. Request 7. Request

8. Response

5. Response
\i .

3. Request
-
Local Web Cache . ' Remote Web Server
o 4. Response

Figure 2: Text Compression

3 Shortcomings

A significant shortcoming with our current approach is that content that is transcoded
from a remote proxylet will bypass the upstream cache. This results in the object
not being stored in the cache, even if the content is identical to the original source
object. This is a major shortcoming, as future requests cannot be served from a
cache, but will create an additional request to the original server.

Another issue with the current system is that the user has little or no control over
how content is delivered. The decision of how or where content is being processed is
done at a system level and is done for all users connecting via the Webcache. This
is inflexible since individual users may wish for content to be delivered in various
forms or using various methods.

For example, an organisation with a high-speed LAN and remote user access via
a modem bank, may install a webcache. This would allow remote modem users to
require that all data is compressed before transfer across the modem link, decreasing
object size and download latency. Users connected directly to the LAN however,
may prefer no content processing as this may slow down delivery time across the
high-speed link.

One of the key advancements in internet cache design has been the inclusion of
cooperative cache protocols such as ICP[4] and CARP[3]. These provide facilities
for caches to direct requests to alternate caches, or request objects from upstream
caches to improve cache hit rates and reduce latency. Currently the Webcache
does not include any cooperative methods. The ability for multiple Webcaches to
communicate with each other to provide more complex content delivery is critical
to providing benefits such as reduced latency or remote processing facilities.

In order to determine the content type or other attributes of a requested object,
we first need to retrieve the HT'TP header. This implies a HEAD request to the
source server and then the transfer to the Webcache. If there are no user or system
preferences that can be applied, the entire object is then requested. This process
is unsatisfactory for small objects, or for requests where no preferences are being
applied. It increases latency because the HTTP header must be downloaded to
facilitate the local preference match.



Finally, Figure 1 shows a proxylet providing transcoded streaming of audio con-
tent. One of the key requirements for this streaming to be beneficial is for the
content to be streamed from a point as close as possible to the source. There must
be sufficient bandwidth and low latency between the source and the streamer to
allow real-time retrieval. This implies that we need to locate a cooperating Web-
cache which is close to the source web server. Currently the DPS host to contact
is defined within a configuration file. This method is not scalable, and does not
encompass the dynamic changes which occur in the network hierarchy.

4 Requirements

In this section we outline the requirements for addressing the shortcomings identified
above.

In order to avoid bypassing the upstream cache we require that the Webcache
includes caching functionality. This eliminates the need for it to use an external
cache protocol. Proxylets loaded within the DPS should also be able to push ob-
jects into the cache that they have retrieved via their own transcoding processes.
Proxylets will also need to access objects that are stored within the cache. It is
important that if an object is already cached it is not again retrieved. If, for exam-
ple, a user preference specifies streaming of audio objects, and a requested object
is cached, that object should be accessible to a local proxylet that can stream the
cached object to the user.

A method is required to allow user and system preferences to be stored and
applied to requests that are being made. There also needs to be a provision through
the Webcache to modify these preferences for users. This should allow the creation
of individual user preferences defining specific content handling which may reference
custom proxylets. It is also necessary to allow storing of preferences and loading of
preferences for users similar to the loading of application preferences through web
browsers.

In order for the Webcache to determine whether a user or system preference
matches a request, it must have access to the HT'TP reply header. This contains
information on which user preferences are based, such as the content type and
length. As identified above this stage can introduce unacceptable latency. A method
of reducing this latency is by using a remote Webcache to perform a preference
match at a point closer to the hosting web server. This will reduce latency and is
more likely to reduce any delay through bandwidth anomalies.

The key function in the above process is determining which host to contact in
order to request a remote preference match. The remote host must be supporting a
DPS to allow the loading of the Webcache or appropriate proxylet with preference
matching functionality.

5 Proposed Architecture

There are five key changes to the current architecture to address the above require-

ments. Through these changes, there is a significant change in the overall design of

the cache, prompting a change in the name of the cache. We will be describing a

Content Cache with External Proxylet Transcoding, or the ConCEPT cache.
These changes are:

1. User and System Policies
2. Policy Manager
3. Cache Manager



4. Intercache communication

5. Use of external proxylets for added functionality

5.1 DPolicies

Preferences have been incorporated into the ConCEPT cache design through the
use of policies. User policies allow the delivery of content to be configured on a user
by user basis. The inclusion and differentiation of system policies can ensure that
business guidelines are implemented to restrict or ensure specific behaviour, such
as restriction to sites based on URL.

Policies are simple condition/action statements based on the structure developed
by Strassner and Schleimer[5].

<policy> 1= <condition> <action>

<condition> 1= <key> <relational_operator> <value>
<key> ti= <http_header_key>|<http_request_key>
<value> 1i= STRING | INTEGER

<action> 1i= URL <arguments>

<arguments> = STRING [STRING]*

The policy specifies a condition/action pair, where the action is taken if the
condition is met either within the HTTP request or reply header. The action is
specified as a URL to a JAR file, and arguments required to run the proxylet
contained within the specified JAR file.

Policies can be configured through a Policy Manager, via a HT'TP connection
made from the user’s browser. The browser connects to a specific URL that the
Policy Manager listens to for configuration connections. The Policy Manager re-
sponds with an XML page containing configuration components set out as a form.
The submission of this form provides the Policy Manager with the details of the
user selected policy rules. It is also possible for the user to request their policy rules
from the Policy Manager so they can be saved to a file. This file can in future be
specified to a Policy Manager via the configuration page, to allow loading of a pre-
defined set of policy rules. User-defined policies can be specified, and may include a
URL reference to a proxylet that the user implemented. The configuration once se-
lected is saved within a policy database and identified with a user identification key.
This key is used to set a Pcookie [1] within the users browser to identify subsequent
requests to the cache. The Pcookie is included within the HTTP request.

5.2 Policy Manager

The Policy Manager is an inbuilt component of the ConCEPT cache. It is the in-
terface that provides the functions surrounding policies, including the configuration
facility and the functionality for a remote ConCEPT cache to request a policy se-
lection. The Policy Manager provides Remote Method Invocation (RMI) methods
that can be invoked by a remote ConCEPT cache.

These methods allow the remote ConCEPT cache to request processing of a set
of policies on a HTTP header for a requested URL to which the serving ConCEPT
cache is arbitrarily close. This remote processing is expected to significantly reduce
latency of determining whether a user or system policy is applicable to a HTTP
request.

The Policy Manager provides the following functionality:

e interface for user policy configuration via HTTP



e functions to determine whether an appropriate policy exists for a given HT'TP
request

e methods to allow remote ConCEPT caches to request policy selections and

e database interaction functionality to load/store user and system policies

The Policy Manager also provides the ability to configure system policies. Sys-
tem policies apply to all requests. They can be either default policies to provide
appropriate processing or restrictive policies to ensure either limitation to URLs or
security based processing. The determination of whether a system policy overrides
a user policy can also be configured and this is decided within the Policy Manager
when a policy selection occurs.

5.3 Cache Manager

A Cache Manager is included within the ConCEPT cache to provide direct access
to cache functionality. To optimize the design of the ConCEPT cache, the cache
functions are limited to a small number of interactions between the Cache Manager
and the ConCEPT cache or proxylets. These interactions are:

e return a cache-ID for a specific URL

e store an object into the cache

e retrieve an object from the cache given either a URL or cache-ID, and

e retrieve an object header from the cache given either a URL or cache-ID.

The Cache Manager provides the above functions and all internal caching func-
tionality to ensure cache integrity.

Access to the Cache Manager is only permitted for specific proxylets. These
proxylets will be signed using digital signatures to specify that they have been
tested and are not intentionally or unintentionally malicious.

5.4 Useo or Pro yle s

The proposed architecture makes use of functionality that is external to the Con-
CEPT cache, namely a Location proxylet. This proxylet, when given a hostname
or URL, will return the name of a host supporting a DPS. This DPS will be “close”
to the source host or URL, based on some metric. This functionality, given its
complexity, and the likelihood that it will be required by other proxylets, has been
implemented as an external proxylet.

The issue of location of appropriate DPSs is being pursued by us as related,
ongoing research into application level routing.

5.5 n ercache co nica ion

The inclusion of remote methods to perform remote processing of policies and the
use of support proxylets to locate remote ConCEPT caches has increased the need
for communication between ConCEPT caches. The new architecture supports the
ability to contact a remote ConCEPT cache to request a policy selection, or to
initiate a HTTP request. This ability has improved the performance aspects of the
ConCEPT cache, ensuring that the decision on a policy match is performed as close
to the source website as possible, and thus as soon as possible.
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The new architecture has resulted in changes to the interactions between ConCEPT
caches and proxylets, displayed through the web audio streaming example shown
in Figure 3.

The client interaction occurs as before, with the request being initiated to the
local ConCEPT cache(1). When the local ConCEPT cache receives this request, it
determines whether the object is cached or not by contacting the Cache Manager.
It then requests a policy selection to the internal Policy Manager and provides the
HTTP request header, and the cache-ID if available. The Policy Manager uses
the Pcookie embedded within the HTTP request header to identify the appropriate
policies. It can also request the HTTP header from the Cache Manager if the object
is cached, to facilitate a full policy selection.

If the local Policy Manager can determine that there are no user or system
policies that could potentially match the request or reply, the Policy Manager will
return no policy for the request immediately, without initiating a remote policy
selection.

If the object is not cached, and there exists policies that may match the reply
header, the local ConCEPT cache contacts the remote ConCEPT cache to request
a remote policy selection(2), using the Location Proxylet to determine the host.
This request causes the Policy Manager on the remote ConCEPT cache to perform
a HTTP HEAD request to the web server(3). The remote Policy Manager can then
use the returned HTTP header to perform the policy selection. The remote Policy
Manager will then return a matching policy(4) to the local Webcache. The policy,
in this example, would specify the loading of the StreamManager proxylet(5) with
arguments defining the use of the RTPTranscoder proxylet at a host close to the
source. The StreamManager proxylet sends a redirect page to the client(6), then
invokes the RTPTranscoder proxylet on the remote DPS(7). The StreamManager
determines on which host to invoke the proxylet on by using the Location Proxylet.
Once the proxylet is invoked, the RTPTranscoder proxylet performs the HTTP
request(8) then streams the audio to the client(9).

This approach has eliminated the need for the local cache to perform a HEAD
request. The structure is also in place to include functionality to invoke a direct
return of content from the remote Webcache if the objects content length is below
some arbitrary size, or if an object does not have a policy that can be applied to it.
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Remote Web Server

Note that they audio object is still not stored in the local cache. However, this is
because the RTP stream (using UDP) may lose packets which are not retransmitted.
For a lossless stream, as we now describe, we are able to populate the local cache.

2 e Co ression 1ih Caching

The Text Compression example in Figure 4 shows how the inclusion of internal
caching functionality provides more effective behaviour.

The initial request(1) is made to the Webcache. The internal actions within
the Webcache of cache check and policy selection are performed, before the remote
policy selection(3) is made. The Policy Manager on the remote Webcache performs
the HEAD request, then performs a policy selection, returning the policy specifying
text compression. At this point, the local Decompression proxylet(5) is invoked,
which in turn invokes the remote Compression Proxylet(6), including the URL to
request as an argument. The Compression proxylet performs the HTTP request(7).
It compresses the content, sends it to the Decompression Proxylet(8) which performs
the decompression and forwards the content to the client(9). After the entire object
is retrieved and decompressed, the Cache Manager is contacted and the object is
pushed into the cache(10).

urther Issues

The current architecture, although an improvement on our previous design, still
exhibits some drawbacks. The main issue to be addressed is the use of Pcook-
ies as a state mechanism for client authentication to the ConCEPT cache. There
currently is no commercial browser or server implementation which supports Pcook-
ies. However, for the purpose of research and development, we will implement a
browser which will support the setting of Pcookies that will allow is to continue
with our approach. Future work will investigate other mechanisms to support this
functionality.

Privacy is a concern that must be addressed in future work. An approach to
ensure that policies are kept private and that no user masquerading occurs must be
developed.



St tus

The current Webcache architecture working on the DPS architecture has been im-
plemented in Java. A number of proxylets have been implemented, including an
RTP audio streaming proxylet, a text compressor, a TCP ridge and a multicast
reflector[2].

The Policy Manager has been implemented, and tested with an HTTP interface
to add Pcookie headers to requests.

Modification and development of standard proxylets will occur once the new
ConCEPT cache architecture has been fully implemented.

Implementation options are currently being addressed for integrating an inter-
face module into Squid[7]. This will allow the Cache Manager access to internal
Squid caching functionality, including pushing objects into the cache.

Re ted ork

Klyne discusses an abstract framework[6] for the content negotiation process. This
framework is based on using a metadata exchange between sender and receiver to
select a single variant of a particular object.

The Active Cache work of Pei Cao[8] et al implements a migration of code via
“cache applets”. These are associated with web server objects, and are migrated to
local proxies. Cache applets perform optimisations such as improving the caching
behaviour of dynamic documents. In our work such optimisation are transparent
to the web server.

The key distinction between the research presented here and that being under-
taken in other areas, is that this proposed architecture is low impact, scalable, and
configurable by each user. It does not impact on serving systems and does not
require content to be stored in any particular form.

This architecture allows not only variations in the form in which content is
delivered, but it can also allow the method of delivery to be defined. In addition
it allows system requirements to be addressed as well the flexibility for individual
users to specify their own functionality.

1 uture ork

Future work will include research into condition keys for policies, including client
to cache and cache to URL bandwidths, and a variety of other system and network
identifiers. This will allow the creation of policies for low bandwidth end users to
invoke proxylets to perform bandwidth optimisation.

Alternate approaches to Pcookie will be investigated. Privacy concerns relating
to the access and modification of policies need to be addressed.

Security control mechanisms to control access to the caching functions via the
Cache Manager will be addressed. Research will also be focussed on cache functions
to allow the caching of transcoded content that differs from the original source.

Work is expected to continue in the development of additional proxylets, includ-
ing the development of a streaming audio proxylet that includes functionality for
caching of audio streams.

Performance measures will be undertaken into the processing of policies. Focus
will be on developing a more advanced local/remote policy selection process and
detecting if a user does not require remote policy selection to be performed.
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